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Abstract

Existing episodic reinforcement algorithms assume that the
length of an episode is fixed across time and known a priori.
In this paper, we consider a general framework of episodic
reinforcement learning when the length of each episode is
drawn from a distribution. We first establish that this prob-
lem is equivalent to online reinforcement learning with gen-
eral discounting where the learner is trying to optimize the
expected discounted sum of rewards over an infinite horizon,
but where the discounting function is not necessarily geomet-
ric. We show that minimizing regret with this new general
discounting is equivalent to minimizing regret with uncer-
tain episode lengths. We then design a reinforcement learn-
ing algorithm that minimizes regret with general discount-
ing but acts for the setting with uncertain episode lengths.
We instantiate our general bound for different types of dis-
counting, including geometric and polynomial discounting.
We also show that we can obtain similar regret bounds even
when the uncertainty over the episode lengths is unknown,
by estimating the unknown distribution over time. Finally, we
compare our learning algorithms with existing value-iteration
based episodic RL algorithms on a grid-world environment.

1 Introduction

We consider the problem of episodic reinforcement learn-
ing, where a learning agent interacts with the environment
over a number of episodes (Sutton and Barto 2018). The
framework of episodic reinforcement learning usually con-
siders two types of episode lengths: either each episode has
a fixed and invariant length H, or each episode may have
a varying length controlled by the learner. The fixed-length
assumption is relevant for recommender systems (Aggarwal
et al. 2016) where the platform interacts with a user for a
fixed number of rounds. Variable length episodes arise nat-
urally in robotics (Kober, Bagnell, and Peters 2013), where
each episode is associated with a learning agent complet-
ing a task, and so the length of the episode is entirely con-
trolled by the learner. Fixed horizon lengths make the design
of learning algorithms easier, and is the usual assumption
in most papers on theoretical reinforcement learning (Azar,
Osband, and Munos 2017; Jin et al. 2018).

In this paper, we take a different perspective on episodic
reinforcement learning and assume that the length of each
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episode is drawn from a distribution. This situation often
arises in online platforms where the length of an episode
(i.e., the duration of a visit by a user) is not fixed a priori,
but follows a predictable distribution (Onah, Sinclair, and
Boyatt 2014). Additionally, various econometric and psy-
chological evidence suggest that humans learn by maintain-
ing a risk/hazard distribution over the future (Sozou 1998),
which can be interpreted as a distribution over the horizon
length. Despite a large and growing literature on episodic re-
inforcement learning, except for (Fedus et al. 2019), uncer-
tain epsiodic lengths or settings with general survival rates
of agents have not been studied before.

Our Contributions: In this paper, we describe rein-
forcement learning algorithms for general distributions over
episode lengths. Our main contribution is a general learn-
ing algorithm which can be adapted to a given distribution
over episode lengths to obtain sub-linear regret over time. In
particular, our contributions are the following.

» We first establish an equivalence between maximization
of expected total reward with uncertain episode lengths
and maximization of expected (general) discounted sum
of rewards over an infinite horizon. In particular, we show
that minimization of regret is equivalent in these two en-
vironments.

* Next we design a learning algorithm for the setting with
arbitrary distribution over the episode lengths. Our algo-
rithm generalizes the value-iteration based learning algo-
rithm of Azar, Osband, and Munos (2017) by carefully
choosing an effective horizon length and then updating
the backward induction step based on the distribution
over episode lengths. In order to analyze its regret, we
use the equivalence result above, and bound its regret for
a setting with general discounting.

* We instantiate our general regret bound for different
types of discounting (or equivalently episode distribu-
tions), including geometric and polynomial discount-
ing, and obtain sub-linear regret bounds. For geomet-
ric discounting with parameter v, we bound regret by
O(V/SAT /(1 — ~)*®) which matches the recently es-
tablished minimax optimal regret for the non-episodic
setting (He, Zhou, and Gu 2021). For the polynomial
discounting of the form h~? we upper bound regret by

O(VSAT=17v).



* Finally, we show that we can obtain similar regret bounds
even when the uncertainty over the episode lengths is
unknown, by estimating the unknown distribution over
time. In fact, for geometric discounting, we recover the

same regret bound (i.e. O(v/SAT /(1 — 7)'%) up to log-
arithmic factors, and for the polynomial discounting we

obtain a regret bound of 6(\/ SAT T ), which asymp-
totically matches the previous regret bound.

Our results require novel and non-trivial generalizations
of episodic learning algorithms and straightforward exten-
sions to existing algorithms do not work. Indeed, a naive
approach would be to use the expected episode length as the
fixed horizon length H. However, this fails with heavy-tailed
distributions which often appear in practice. Alternately, we
could compute an upper bound on the episode length so that
with high probability the lengths of all the 7" episodes are
within this bound. Such an upper bound can be computed
with the knowledge of distribution over episode lengths and
using standard concentration inequalities. However, these
upper bounds become loose either with a large number of
episodes or for heavy-tailed distributions.

Related Work

Episodic Reinforcement Learning: Our work is closely re-
lated to the UCB-VI algorithm of Azar, Osband, and Munos
(2017), which achieves O(v HSAT') regret for episodic RL
with fixed horizon length H. The main difference between
our algorithm and UCB-VI is that we use a different equa-
tion for backward-induction where future payoffs are dis-
counted by a factor of (h + 1)/v(h) at step h, where ~y
is a general discount function. Beyond (Azar, Osband, and
Munos 2017), several papers have considered different ver-
sions of episodic RL including changing transition func-
tion (Jin et al. 2018; Jin and Luo 2020), and function ap-
proximation (Jin et al. 2020; Wang, Salakhutdinov, and Yang
2020; Yang and Wang 2020).

General Discounting: Our work is also closely related
to reinforcement learning with general discounting. Even
though geometric discounting is the most-studied discount-
ing because of its theoretical properties (Bertsekas 2012),
there is a wealth of evidence suggesting that humans use
general discounting and time-inconsistent decision making
(Ainslie 1975; Mazur 1985; Green and Myerson 2004).
In general, optimizing discounted sum of rewards with re-
spect to a general discounting might be difficult as we are
not guaranteed to have a stationary optimal policy. Fedus
et al. (2019) study RL with hyperbolic discounting and learn
many ()-values each with a different (geometric) discount-
ing. Our model is more general, and our algorithm is based
on a modified value iteration. We also obtain theoretical
bounds on regret in our general setting. Finally, Pitis (2019)
introduced more general state, action based discounting but
that is out of scope of this paper.

Stochastic Shortest Path: Our work is related to the
stochastic shortest path (SSP), introduced by Bertsekas and
Tsitsiklis (1991). In SSP, the goal of the learner is to reach a
designated state in an MDP, and minimize the expected total
cost of the policy before reaching that goal. Recently, there

has been a surge of interest in deriving online learning al-
gorithms for SSP (Rosenberg et al. 2020; Cohen et al. 2021;
Tarbouriech et al. 2021). Our setting differs from SSP in two
ways. First, the horizon length is effectively controlled by
the learner in SSP, once she has a good approximation of
the model. But in our setting, the horizon length is drawn
from a distribution at the start of an episode by the nature,
and is unknown to the learner during that episode. Second,
when the model is known in SSP, different policies induce
different distributions over the horizon length. Therefore, in
contrast to our setting, minimizing regret in SSP is not the
same as minimizing regret under general discounting.

Other Related Work: Note that uncertainty over episode
lengths can also be interpreted as hazardous MDP (Howard
and Matheson 1972), where hazard rate is defined to be the
negative rate of change of log-survival time. Sozou (1998)
showed that different prior belief over hazard rates imply
different types of discounting. We actually show equiva-
lence between general discounting and uncertain episode
lengths, even in terms of regret bounds. Finally, this setting
is captured by the partially observable Markov decision pro-
cesses (Kaelbling, Littman, and Cassandra 1998), where one
can make the uncertain parameters hidden and/or partially
observable.

2 Model

We consider the problem of episodic reinforcement learning
with uncertain episode length. An agent interacts with an
MDP M = (S, A, r, P, Py), where Py denotes the probabil-
ity distribution over the episode length. We assume that the
rewards are bounded between 0 and 1. The agent interacts
with the environment for T" episodes as follows.

* Atepisode k € [T, the starting state z, ; is chosen arbi-
trarily and the length of the episode Hj ~ Py(-). !

* For h € [Hy], let the state visited be xj; and the
action taken be ay ;. Then, the next state xj p11 ~
P(:|zk,ns ak,n)-

The agent interacts with the MDP M for T episodes and
the goal is to maximize the expected undiscounted sum of
rewards. Given a sequence of k episode lengths { Hy } |7
the expected cumulative reward of an agent’s policy w =
{7k }repr is given as

T Hy,
Rew (m; {Hy }rerr)) = Z E Z (X n, ak,h)‘|
k=1 Lh=1
Since each Hj, is a random variable drawn from the distribu-
tion Py(+), we are interested in expected reward with respect
to distribution Py.

E [Rew (; {Hx }rejry) ]

T [eS) Hj,
=E|> Y PH(Hk)ZT(xk,hyak,h)]
k=1 Hj=1 h=1
T oo
=E, lz > Py(H > h)r(:ct,h,at,w] )
k=1h=1

'The parameter H}, is unknown to the learner during episode k.



As is standard in the literature on online learning, we
will consider the problem of minimizing regret instead
of maximizing the reward. Given an episode length Hj
and starting state xj; let 7w be the policy that maxi-
mizes the expected sum of rewards over Hj steps i.e.

7w € argmax, E; [ZhH:"l r(xk7h,,a,k7h)\1:k,1]. We will

write V™ (xy, 1; Hy,) to write the (undiscounted) value func-
tion of a policy 7, over Hy, steps starting from state xy, 1.
Then 7} is also defined as 7} € argmax, V™ (zi,1; Hy).
We will also write V*(xy, 1; Hy) to denote the correspond-
ing value of the optimal value function. Now we can define
the regret over T steps as follows.

Definition 1. The regret of a learning algorithm ™ =
{7k} rer) over T steps with episode lengths { Hy, } (1) is

> V(@ He)=V7™ (215 He) (2)
ke[T]

Reg (m; {H}}) =

Note that the regret as defined in eq. (2) is actually a
random variable as the episode lengths are also randomly
generated from the distribution Py(-). So we will be in-
terested in bounding the expected regret. Let V*(z,1)
be the expected value of V*(zy1; Hy) ie. V*(xg1) =
>0 V* (@15 £)Px(¢). Then the expected regret of a learning
algorithm is given as

= > V*ap1) —Epg, [V

ke[T]

Reg(7; Py(- (zk,15 Hy)]

An Equivalent Model of General Discounting

We first establish that the problem of minimizing regret in
our setting is equivalent to minimizing regret in a different
environment, where the goal is to minimize discounted re-
ward over an infinite horizon with a general notion of dis-
counting. By setting v(h) = Py(H > h), the expected re-
ward in eq. (1) becomes a sum of 7" expected rewards under
the general discounting function {y(h)};-,.

T 00
= Z E Z ~y(h)r
t=1 Lh=1

Therefore, we consider the equivalent setting where the
agent is interacting with the MDP M = (S, A, P,~)
where v = {y(h)},—, is a general discounting factor. We
will require the following two properties from the discount-
ing factors:

1oy(1) =1,
2. 372 v(h) < M for some universal constant M > 0.

E [Rew(m; {Hy }rer)] (Tt,n, atn)|Tr

The first assumption is without loss of generality as we
can normalize all the discount factors without affecting the
maximization problem. The second assumption guarantees
that the optimal policy is well-defined. Note that thls as-
sumption rules out hyperbolic discounting y(h) = 1 + 17> but

does allow discount factors of the form ~v(h) = h™P for
any p > 1. Finally, note that our original reformulation of
~v(h) = Py(H > h) trivially satisfies the first assumption.
The second assumption essentially ensures that the horizon

length has a finite mean. We will also write I'(h) to define
the sum of the tail part of the series starting at h i.e.

h) =Y "~(j) 3)

Jjzh

In this new environment, the learner solves the following
episodic reinforcement learning problem over 7" episodes.

Environment: General Discounting
1. The starting state 1 is chosen arbitrarily.

2. The agent maximizes E >, v(h)r(zkn, arn)|Tr1]
over an infinite horizon.

Notice that even though the new environment is episodic,
the length of each episode is infinite. So this environment is
not realistic, and we are only introducing this hypothetical
environment to design our algorithm and analyze its perfor-
mance.

Suppose that we are given a learning algorithm 7w =
{7k} kepr). We allow the possibility that 7 is a non-
stationary policy as each 7y is used to maximizing a dis-
counted sum of rewards with respect to a general discount-
ing factor and in general the optimal policy need not be sta-
tionary. A non-stationary policy 7, is a collection of policies
{Tr.n )72, where g ¢ (S x AP~ x S — A(A). Given
a non-stationary policy 7 at episode k, we define the state-
action () function and the value function as

Q™ (w,a57) =

Zv r(@k,n, akp)| e =, akl—a]

Z T(@k,hs Qi) | TR, = :L’]

V™ (x;) =

Here ay.p, ~ 7 n(Th,1, Ghyty - - oy Thyh—1, G, h—1, Thyp)- IN
this environment, we again measure the regret as the sum of
sub-optimality gaps over the T" episodes.

Definition 2. Let the optimal value function be defined as
V*(x;v) = sup, V™ (x;7). Then we define regret for a
learning algorithm 7 = {7y }re[T) as

Reg(m,) Z

k=1

S

(p57) = V™ (2p,1577) D)

Our next result shows that it is sufficient to minimize re-
gret with respect to the new environment of episodic rein-
forcement learning. In fact, if any algorithm has regret R(7T')
with respect to the new benchmark, then it has regret at most
R(T') with respect to the original environment with uncer-
tain episode lengths.

Lemma 1. For any learning algorithm ™ = {7y} pe[r) we
have the following guarantee:

Reg(;Py(-)) < Reg(m;7y).

We also show that a converse of lemma 1 holds with ad-
ditional restrictions on the discount factor .



Lemma 2. Suppose the discount factor =y is non-increasing.
Then there exists a distribution Py(-) over the episode
lengths so that

Reg(m; ) < Reg(; Py(-)).

Because of lemma 1, it is sufficient to bound a learning
algorithm’s regret for the environment with infinite horizon
and general discounting. Therefore, we now focus on de-
signing a learning algorithm that acts in an episodic setting
with uncertain episode lengths, but analyze its regret in the
infinite horizon setting with general discounting.

3 Algorithm: Regret Minimization under
General Discounting

We now introduce our main algorithm. Given a non-
stationary policy 7, we define the state-action function and
value function at step h as follows.

n(z,a)=E Z’Y

Hn-1, xkh—x ag,p = aj

T(@k, bt j—15 Oyt —1) |

Vit (z) =E Zv

mk‘h+] 17a’kh+J 1)|

thywk,h = 1z

where Hp—1 = (Tk1,081,.-.,0%0—1) and agpy; ~
Thhtj (Hh+j—1, Tk h4; ). Note that, both the state-action Q-
function and the value function depend on the history Hp,—1.
Moreover, conditioned on the history, we are evaluating the
total discounted reward as if the policy {7mx p4;};>0 was
used from the beginning. We first establish some relations
regarding the above state-action and value functions. We
drop the episode index k for ease of exposition. Given a non-
stationary policy m = {mp, }5>1 let

Zw+ )/7(2)-

Qp(w,a) =r(z,a) +v(2
T(Zht s, Ohtj)| Hh—1,Th = ,an, = al

- 7”(:];, a) + 7(2)]Ezch+1~]P’(~\:c,a) Z ’)/(j + 1)/7(2)

T(Thijr1, Ohyjs1)|Hay Thial]

= T(x’ (l) + 7(2)E1h,+1~P('\I,a) [szr-kl(xh'i‘l; 72)]
where in the last line we write 7y, to denote the discount fac-
tor v, (j) = 727('5)1) and Vi | (2415 7Y2) is the value func-
tion at time-step h with respect to the new discount factor
~5. By a similar argument one can write the action-value
function with respect to the discount factor ~, as the follow-
ing expression.
QZ (aj? a; 72)

= T(Ia a) + 72(2)E$}L+1~]P’(-|;E,a) [Vhfr—&-l(xh-i-l; 72)}

1(3) x
=r(r,a)+ @Ewhﬂwﬁuz,a) [Vh+1(3?h+1;’)’3)]

ALGORITHM 1: UCB-VI Generalized

Input: Discount factor {y(h)}72,, parameter A
H <+ 0.
forh=1,...,
Set
Qua(z,a) < 3272 ym(j) =
forallz € Sanda € A.
fort=1,...,7Tdo
Update-Q-values(H, v, A).
Receive state x¢,1.
forh=1,...do
if h < N(A) then
Take action a¢,, = argmax, Q¢ n(Z¢,h, a)
Update H = H U (x¢,h, at,h, Tt,ht1)
if ©¢ n+1 is a terminal state then
| Continue to the next episode.
Take an arbitrary action.

N(A) do

’y(h) ZJ 17( +h—1)

where the discount factor ~5 is given as v5(j) = 7(3(+)2 ). In

general, we have the following relation.

Qn(x,a;7y) = r(w,a)

y(k+1 ”
+ (,y(k))EwnHNlP’(‘lw,a) [Vh+1(xh+1§7k+1)] &)

where the discount factor -y, is defined as v (j) = %

for j = 1,2,.... Notice that when =y is a geometric discount-
ing, we only need equation.

QZ(£7 CL) = 7”(.13, Cl) + ry]Ewh+1~P('\1,a) [szr-l—l('rh-l‘l)] (6)

Description of the Learning Algorithm : The sequence
of recurrence relations eq. (5) motivates our main algorithm
(1). Our algorithm is based on the upper confidence value
iteration algorithm (UCBVI (Azar, Osband, and Munos
2017)). In an episodic reinforcement learning setting with
fixed horizon length H, UCBVI uses backward induction to
update the (Q-values at the end of each episode, and takes
greedy action according to the Q)-table.

However, in our setting, there is no fixed horizon length
and the ()-values are related through an infinite sequence of
recurrence relations. So, algorithm 1 considers a truncated
version of the sequence of recurrence relations eq. (5). In
particular, given an input discount factor {y(h)}?° ;% and a
parameter A, algorithm 1 first determines N (A) as a mea-
sure of effective length of the horizon. In particular, we set
N(A) to be an index so that I'(N(A)) = 37 yay 7(J) <
A. Note that, such an index N(A) always exists as we as-
sumed that the total sum of the discounting factors con-
verges. Then algorithm 1 maintains an estimate of the ()
value for all possible discount factors up to N(A) i.e. v,
fork=1,...,N(A).

The details of the update procedure is provided in the ap-
pendix. In the update procedure, we first set the (N (A)+1)-
th Q-value to be A/~v(N(A) + 1) which is always an upper
bound on the Q-value with discount factor vy (a)+1 because
of the way algorithm 1 sets the value N(A). Then starting

’Recall that y(h) = Py(H > h).



from level N (A), we update the Q-values through backward
induction and eq. (5).

Note that our algorithm needs to maintain N(A) action-
value tables. We will later show that in order to obtain sub-
linear regret we need to choose A based on the particular
discount factor. In particular, for the geometric discount fac-

tor v(h) = v"~! we need to choose N(A) = %. On
the other hand, discounting factor of the form ~v(h) = 1/h?

requires N(A) = O (T/(r=1),

4 Analysis

The next theorem provides an upper bound on the regret
Reg(7r; ). In order to state the theorem, we need a new no-
tation. Let the function ¢ : N — R be defined as

) 1 ifth=1
th) =19 2 yn L16)
vy = (1 + jﬁm)) 0-W.
Note that the function ¢ is parameterized by the parameter

B and depends on the discount factor ~(-).

Theorem 1 (Informal). With probability at least 1 — 6, Al-
gorithm 1 has the following regret.

AT
Wt(N(A) +1)

I'h+1
+ max t(h)w
he[N(2)] (h)
Theorem 1 states a generic bound that holds for
any discount factor. The main terms in the bound are

0 ( SATN (A)) , AT, and several factors dependent on

the discount factor . We now instantiate the bound for dif-
ferent discount factors by choosing appropriate value of A
and the parameter /.

Corollary 2. Consider the discount factor y(h) = h™P. For
p>2andT > O(S3A) we have

Reg(T) < O (Sl@ﬂ/%ﬁ)

Reg(m;y) <

9) ( SATN(A))

andforl <p <2andT > O ((S3A)2;%11) we have

Reg(T) < O ((p - 1)—%51/2A1/2Tﬁ)

We prove corollary 2 by substituting 5 = p — 1 and
A =0 (Tfﬁ%). Note that this result suggests that as p
increases to infinity, the regret bound converges to O(v/T).
This also suggests that for exponentially decaying discount-

ing factor, our algorithm should have exactly O(\/T ) regret.
We verify this claim next.

Corollary 3. Consider the discount factor y(h) = "~ for
v € [0,1) and suppose T > (15737;4)4. Then algorithm 1 has
regret at most

Reg(T) < O (@/(1 7 7)15)

Here we substitute 3 = 3/2 and A = T71/(1 — ~).
Our regret bound for the geometric discounting matches the
minimax optimal regret bound of the non-episodic setting of
(He, Zhou, and Gu 2021).

ALGORITHM 2: Estimating Unknown Discount Factor
Input: Horizon Length H* = N(A).
Set block length B = v/T'log T log(log(T') /§).
Set 4o to be an arbitrary discount factor.
for j =0,1,...,log(T/B) — 1do
if ; > 0 then
| 4;(h) =1 — EFg(h — 1) forall h.
Aj = ZhZH*Jrl 5 (h).
Run algorithm 1 for 27 B episodes with inputs 4; and A ;.
/* update empirical distribution

function */
P 1 27 B
Fu(h) = B 2at—0 1{H: < h}.

Proof Sketch of Theorem 1 : We now give an overview
of the main steps of the proof. Although the proof is based
upon the proof of the UCB-VI algorithm (Azar, Osband, and
Munos 2017), there are several differences.
* Let V() be the optimal value function under discount-
ing factor v, (+) i.e. Vi*(z) = sup, V™ (x; ). We first
show that the estimates V/, ;, maintained by Algorithm 1

upper bound the optimal value functions i.e. Vj (z) >
Vi (z) for any k, h € [N(A)].

e Let zk,h =Vin — V,Z”“ Then regret can be bounded as
Reg(m;) = Y py V¥ (p1) = Vi (wh1)
< iy Vit (@) = Vi (@) < Sy Dk (@)
e Let 5~k,h = ﬁkh(xkh) Then, the main part of the proof

of theorem 1 is establishing the following recurrent rela-
tion.

~ (h+1) (h+1) ~
oen < Ly (1 + (h+1)51“(h+1)) Ok, ht1

+ V2L p + €k + bih + €k + fron

Here €, 5, and €y, 5, are Martingale difference sequences
and by, p, €k, h, fr,n are either the bonus term or behave
similarly as the bonus term.

* We complete the proof by summing the recurrence rela-
tion above over all the episodes and from h = 1to N(A).
Although (Azar, Osband, and Munos 2017) established a
similar recurrence relation, there are two major differ-

ences. First the multiplicative factor in front of dy, 41 is
changing with time-step h and is not a constant. This is
because the backward induction step uses eq. (5) in our
setting. Second, after expanding the recurrence relation
from h = 1 to N(A) the final term is no longer zero and
an extra O(AT) term shows up in the regret bound.

5 Estimating the Discount Function

In this section we consider the situation when the discount
function y(h) = Py(H > h) is not unknown. We start with
the assumption that the optimal value of N(A) (say H*) is
known. The next lemma bounds the regret achieved by run-
ning an algorithm with N (A) = H* with the true discount-
ing v and an estimate of the discounting 4. Our algorithm



partitions the entire sequence of 7' episodes into blocks of
lengths B, 2B,2°?B, ... ,2°B for s = log(T/B) — 1. At the
end of each block the algorithm recomputes an estimate of
<. Recall that we defined y(h) = Pr(H > h). Since every
episode we get one sample from the distribution of H (the
random length of the current episode) we can use the empir-
ical distribution function of horizon length to obtain 4. At
the end of block B, the algorithm computes 45, and runs
algorithm 1 with this estimate and Ag = I'g(H* 4+ 1) =
> n>#+41 78(h) for the block B + 1.

Theorem 4 (Informal). When run with horizon length H*,
algorithm 2 has the following regret bound with probability
atleast1 — 0

Reg(m;~) < rrelin (TI‘(L +1)+2L log(T)\/f)) +T'(HT

LE[T]

t(h) O(T—1/4) ~ _
+ e ~as gL (h+ 1) 50 (\/SATH )

where g(h) = eXp{ (Ek 2 W%)}

Our proof relies on bounding the estimation error of ¥
and I'. We can use the classical DKW inequality (Dvoret-
zky, Kiefer, and Wolfowitz 1956) to bound the maximum
deviation between empirical CDF (§H(-)) and true CDF (Py).
Through a union bound over the log(T") blocks, this im-
mediately provides a bound between |4, — ;|| for all
j € [log(T/B)]. However, we also need to bound the dis-
tance between I';(-) and T'(-) for all j (defined in (3)). A
naive application of DKW inequality results in an addi-
tive bound between I';(h) and T'(h) that grows at a rate
of h. This is insufficient for our case to get a sublinear re-
gret bound. However, we show that we can use the multi-
class fundamental theorem (Shalev-Shwartz and Ben-David
2014) to derive an error bound that grows at a rate of \/log h
and this is sufficient for our proof.

The main challenge in the proof of theorem 4 is control-
ling the growth of the term ¢(h)/~(h). Notice that this term
is a product of h terms of the form 1 + #’?k) SO any error
in estimating -y could blow up the product by a factor of h.
We could show that the regret is multiplied by an additional
function g(h) which is parameterized by . We next instan-
tiate theorem 4 for different discount factors and show that
we can obtain regret bounds similar to corollary 2, and 3 up
to logarithmic factors.

Corollary 5. Consider the discount factor v(h) = h™P for
p > 2. Then the regret of algorithm 2 is

O (MTPT?) ifT >0 ((53/2A1/2)p)

Reg(T) < ¢ ~ .

( ) 0 (SQATQ—ll/]J) ifT < 10 ((Sd/zAl/z)p)
Corollary 6. Consider the geometric discount fac-
tor y(h) = A" for v € [0,1) and suppose

> a ‘4)4. Then algorithm 2 has regret at most

g( VEAT/1 - 1)

For the polynomial discounting we get a regret of the or-
der of T(+1)/2P which is worse than the regret bound of the-
orem 1 by a factor of T'/2P. However, the difference goes to
zero as p increases and approaches the same limit of O(\/T)
On the other hand, for geometric discounting we recover
the same regret as corollary 3. Interestingly, He, Zhou, and
Gu (2021) obtained a similar bound on regret for the non-
episodic setting where the learner maximizes her long-term
geometrically distributed reward.

Unknown N (A): Note that algorithm 2 takes as input the
optimal value of N(A) or H*. However, this problem can
be handled through a direct application of model selection
algorithms in online learning (Cutkosky et al. 2021). Let
Reg(H™) be the regret when algorithm 2 is run with true
H*. We now instantiate algorithm 2 for different choices of
H* and perform model selection over them. In particular,
we can consider H* = 2,22, ...,200087) g5 it is sufficient
to consider H* = O(T'). Moreover, given true H* there ex-
ists H < 2H* for which the regret is increased by at most
t(H*) /t@

V(H*) ! S(H)
constant for the discounting factors cons1dered in the paper.
We now apply algorithm 1 from (Cutkosky et al. 2021) to
the collection of O(log T") models and obtain a regret bound

of at most O (x/lo?Reg(ﬁ)) = O(Reg(H*)).

a constant. This step requires bounding and is

6 Experiments

We evaluated the performance of our algorithm on the Taxi
environment, a 5 X 5 grid-world environment introduced by
(Dietterich 2000). The details of this environment is pro-
vided in the appendix, since the exact details are not too im-
portant for understanding the experimental results. We con-
sidered 100 episodes and each episode length was generated
uniformly at random from the following distributions.

1. Geometric discounting y(h) = v*~1.

2. Polynomial discounting y(h) = h™P.

3. Quasi-Hyperbolic discounting y(h) = g1h>1}tyh=1

Figure 1 shows some representative parameters for three dif-
ferent types of discounting. For the geometric discounting,
we show v = 0.9,0.95 and 0.975. For the polynomial dis-
counting we generated the horizon lengths from a polyno-
mial with p € {1.4,1.6,2.0} and added an offset of 20. Fi-
nally, for the Quasi-hyperbolic discounting, we fixed v at
0.95 and considered three values of 5: 0.7,0.8, and 0.9.

We compared our algorithm (1) with two variants of
UCB-VI (Azar, Osband, and Munos 2017) — (a) UCB-VI-
Hoeffding computes bonus terms using Chernoff-Hoeffding
inequality, and (b) UCB-VI-Bernstein computes bonus
terms using Bernstein-Freedman inequality. It is known that
when the horizon length is fixed and known, UCB-VI-
Bernstein achieves minimax optimal regret bounds. We im-
plemented two versions of UCB-VI with three different as-
sumed horizon lengths.

*Here ~(h) refers to probability that the episode lengths ex-
ceeds hi.e. y(h) = Pr(H > h).
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Figure 1: Comparison of our algorithm with different variants of UCB-VI on the Taxi environment (Dietterich 2000). The
regret is measured over 100 episodes, and the length of each episode is drawn independently from a given distribution. Each

plot shows average regret and standard error from 10 trials.

Figure 1 shows that, for several situations, our algorithm
strict improves in regret compared to all the other variants of
UCB-VI. These include Geometric discounting (v = 0.95
and 0.975) and Quasi-Hyperbolic discounting (all possible
choices of (). For the other scenarios (e.g. polynomial dis-
counting), our algorithm performs as well as the best version
UCB-VLI. Figure 1 also highlights the importance of choos-
ing not only the right horizon length but also the correct up-
date equation in backward induction. Consider for example,
figure 1b for the geometric discounting with v = 0.95. Here
the expected horizon length is ﬁ = 20. Howeyver, different
UCB-VI variants (horizon lengths 10, 20, 30 and Bernstein
and Hoeffding variants) perform worse. Our algorithm ben-
efits by choosing the right effective horizon length, and also
the correct update equation (6).

7 Conclusion

In this paper, we have designed reinforcement learning al-
gorithms when the episode lengths are uncertain and drawn
from a fixed distribution. Our general learning algorithm (1)
and result (theorem 1) can be instantiated for different types
of distributions to obtain sub-linear regret bounds. Some in-
teresting directions of future work include extension of our
algorithm to function approximation (Jin et al. 2020), chang-
ing probability transition function (Jin et al. 2018), etc. We
are also interested in other models of episode lengths. For
example, one can consider a setting where the lengths are ad-
versarially generated but there is a limit on the total amount
of change. This is similar to the notion of variation bud-
get (Besbes, Gur, and Zeevi 2014) considered in the liter-
ature on non-stationary multi-armed bandits.
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A Pseudocode of Update-Q-Values

ALGORITHM 3: Update-Q-values

Input: Discount factor {y(h)}72,, parameter A, episode k, and dataset H.
Ni(@,a,y) =32 1 0 yryen 112 = 2,0 = a,y =y} forall (z,a,y) € S x A x S.
Ni(z,a) =32, Ni(z,a,y) forall (z,a) € S x A.

Set P(y|x,a) = N]\?(?T“ai)’) for all (2, a) s.t. Ny, (, a) > 0. Otherwise, P(y|z,a) = %

5
/* Update all the @ values */
Qk,N(A)_H(I,a) — W forallz € Sand a € A.
Vi, n(a)y+1(z,a) m forallz € S.
for h = N(A),...,1do
/% Define [PiVint1](s;a) =E, p, (|s.a) [Vens1(2)] and let T'(h) =325, v(j)- */
UCByn (5, a) = 3I(h+ 1) In(SATN(A)/0)
FY(h’) Nk(S,CL)
Qk,h(& a) = min {Qkfl,h(sv CL), T(Sv a)
h+1). »
+ vk + )[kak,h+1](57a) + UCBk,h(&CL)}
v(R)
Vi (s,) = max Qi (s, a)

B Additional Experimental Details

In the Taxi environment (Dietterich 2000) environment, there are four randomly chosen designated locations indicated by Red,
Green, Blue, and Yellow. The driver (learner) starts at a random square and the passenger is at a random location. The taxi
drives to the passenger’s location, picks up the passenger (from one of the four locations), drives to the passenger’s destination
(another one of the four specified locations), and then drops off the passenger. There are six actions and the observations include
the location of the taxi and the starting point and the destination of the passenger. Each step incurs a cost of 1. There is a reward
of 20 for successfully delivering a passenger, and a reward of —10 for executing pickup and drop-off actions illegally. We used
the Open-Al implementation Taxi-v3 (Brockman et al. 2016) to interact with the environment.

All experiments were conducted on a computer cluster with machines equipped with2Intel XeonE5-2667 v2 CPUs with
3.3GHz (16 cores) and 50 GB RAM.

C Equivalence between Reg(7;~) and Reg(7; Py(-))
Proof of Lemma 1

Proof. Consider any learning algorithm 7 = {7 }.c[7].

Epy, [V (2,15 H)] ZPH E[V™ (2k,15¢

¢
ZPH Z @k ks Ak, ]
h=1

=E ZPH(Hk > h)r (@, n, ak,n ] = l

h=1
= V™ (zk,157)

Therefore, we have the following result.

HMS

xk s Ok h)]

T

ZEHk (g1 Hy)) Z F(ag;y @)

We now upper bound the quantity >, V*(x,1; £)Pu(f). Let 7y , be the policy that maximizes the (-step value function i.e.
V*(xp130) = V ke (x1;¢). Let us also define a new policy 7 as follows.

1. Atstep h, draw an index j € [h, 00) according to the distribution ﬁ



2. Take action ﬂ—l:,j (.%']“17 Ak, 1y -y Thoh—1s Ak h—15 xk,h)-

Then the infinite-horizon discounted sum of rewards under the policy 7, is given as

lZ’V (@k,hs Ak,

=E | Pu(H > h)Ex_, [r(zkn, akn) Hl
Lh=1

=E ZPH(H > h) Z PI_I(I;(>)h)]Eak,hN7";J(Hh) [ (ks ake,n) [ Hn]
joh B =

=E Z Z Pu(f)Eay g, (1) 7 (@0 @k n) [H]
| h=1j=h
= ;
=E ZPH(j) Z By nmrm ,tn) [M(@h, 1 are,n) [Ha)
=1 h=1
= }
=E ZPH(j)E Z 7(Tk,n, ak,h)‘| = Z V*(@k,1;€)Pa(j)
=1 h=1 j

Since 7, is one candidate policy for maximizing infinite horizon sum of discounted rewards, its value function is bounded by
the optimal value function.

T

ZZPH (@154 Z = (Tp,157Y Z (@h,157y 3

k=1 ¢ k= k=1

~

Combining equations 7 and 8 we get that the regret under the new general discounting environment upper bounds the regret
under the original environment i.e. Reg(7; Py(:)) < Reg(7;~). O

Proof of Lemma 2
Proof. Given a discount factor «, we define the following distribution over episode lengths.

Py(H = h) =~(h) —~y(h +1)

This definition implies that Pr(H > h) = ~(h) and under this condition lemma 1 already shows that

Zle Eu, V™ (xk1; He)] = ZZ:1 V™ (xg.1;7). Therefore, it remains to upper bound the quantity Zle V*(xk1;7).
Let 7* = (7w}, 75, . ..) be the policy that maximizes long-term discounted sum of rewards with respect to the discount factor ~.
Note that one can also play the policy 7* for the finite horizon setting.

L
ZPH (15 € >ZPH V7 (@i 0) =Y Pu(OBrs | > (k. an ;)
4 j=1
=E;- ZZ ~yl+1)r (mk}j,ak,j)

Jj=14>j5

=Er Z’Y (@K, ak,j) | =V (@r157)

Since the optimal value under the new environment (episode distribution Py(+)) upper bounds the optimal value under the
discount factor =y, the regret under Py(-) can only get worse. O

D Proof of theorem 1 and Related Corollaries

We first show that the ) values at each time-step upper bounds the optimal () values.
Lemma 3. With probability at least 1 — 6, forall k € [T], h € [N(A)], x € S, a € A, we have

Qr,n(z,a) > Qp(x,a), Vin(z) > Vi(x)



Proof. We prove this statement using induction. First note that we always have Qj, n(a)4+1(7,a) > ij( A) 41 (2, a) just from

the initialization.Suppose the given claim is true for all &’ < k — 1 and also Qg n/(z,a) > Qj(x,a) forall A’ > h+ 1. We now
wish to show that Q5 (z,a) > Qf(x, a). We can assume that Q. 5 (z, a) # Qr—1,(x, a) otherwise the claim is true just from
the induction hypothesis. Then we have,

Qrn(z,a) —Qf(z,a) = ’Y(;L(—]l_)l) ([Pka7h+1](x,a) — [PV{H](x,a)) + UCBg 1 (2, a)
h R
> W ([(Pk - P)Vh*H](x,a)) + UCBy 4 (2, )

The last inequality follows because from the induction hypothesis Vj. r,1(y) > Vj5, (). We now bound Bernstein’s inequality
and union bound to bound the first term. Using the fact that V}*, , (-) is uniformly bounded by I'(h + 1) /~(h + 1), we get that
the following bound holds with probability at least 1 — ¢ for any (z,a) € S x A, ¢t € [T], and h € [N(A)].

2Vy(z,a) In(SATN(A)/6)  2T'(h) In(SATN(A)/6)
Ni(z,a) 3y(h)Nk(z,a)

(P~ P)Vy(w,0)| < \/

We now bound the variance term V7, (z, a) by (I'(h + 1) /v(h + 1))? and substitute the above bound to obtain the following
bound on the different between () values.

Qrn(z,a) — Qh(x,a) > —

v(h) -

L(h+1) 2In(SATN(A)/6)  2In(SATN(A)/9d)
Ni(z,a) 3Nk(z,a)
+ UCBk’h(LC, a)

Now it follows from the definition of UCBy, ;,(, a) that the final term is non-negative. O

Proof of theorem 1
We first provide a formal statement of theorem 1.
Theorem 7. With probability at least 1 — §, Algorithm 1 has the following regret.

; AT v(h+1)
mas o(m) L) w1y TP 524y
* s, v(h) O( SATN(A)) * he[N(A)]t(h)’Y(h)’Y(th 1)0 (SPAN(2)Y)

Proof. At episode k, time h the algorithm takes the best action according to Q (-, -). Therefore, mj n(2k,p) = arn €
argmaXan,h(xk,h, a). Moreover, V™* (l‘k,h) = QZ’“ (l'k.fu Wk,h(xk,h)) = Q"* (l‘;%h, ahh).

Ek,h(xk,h) = Vin(@en) = Vit (@e,n) = Qun(Tin, arn) — QpF (Tk,hs ak,n)
< v(h+1)
v(h)
Now we proceed similarly as the proof of theorem 1 from (Azar, Osband, and Munos 2017) and derive a recurrence relation for
Ok.h = Ap,n(Th,n)-

[PeVieni1 — PV @k ns akpn) + UCBy b (Tk,n, ak.n)

~ h+1 ~ *
Sen < W[(Pk = P) (Va1 — Vs )l (@k,ny arn)
h+1 ™
" W[P(Vk,h+1 = Vi)l @ an,n)
h+1) - *
+ W[(Pk — P)V}H_l](xk,ha ak,h)
+ UCBp, i (2k,h, Ok,1)
h41), o«
= C,n + M[Pﬁk,hﬂ](xk,hv ak,n) + exh o+ b

v(h)



where in the last line we used the following notations.

v(h+1)

Chh = ——F— P, —P Vie,n Vir Th,hy Ok, h &)
) [( ) (Ve = Vi)I( )
€hh = M[(Pk P)WVio il (@h s an,n) (10)
> ’Y(h) + sy TR,
br,n = UCBy 1 (Tk, b, Qk,h) (11)
Finally, writing ¢, 5, as the following error term
yh+1) _~ vy(h+1)
= —=|PA ALy 12
€k,h ~(h) [PAkht1](Th,h, r,n) — ~ () kb1 (2, ht1) (12)
we get the following recurrence relation for gk h-
~ h+1)~
Ok, < W(Sk,hﬂ + Ckn +erh + b +Ern (13)

Let L = 2In(SATN(A)/). Then we can apply Bernstein’s inequality (lemma 4) to conclude that with probability at least
1 — ¢ the following bound holds for each j € [N(A)] and k € [T].

oot \/LVarHNP( ) Vi) | Lmaxy Vi, (9)
] =

v(4) Ni(2k,j, ak,;) 3Nk (7,5, k. ;)

Now instantiating the above bound for j = h and using the fact that V}*,  (y) is bounded by I'(h)/~(h) we get the following

bound on ey, j,.
T'(h+1 L L
ern < ( ) ( + )

v(h) Ni(@rn,arn)  3Nk(Tr,n, ak,n)
Now we bound the term ¢y, ;, defined in eq. (9).
ht1) - .
Chh = W {(Pk — P)(Vh kg1 — Vh+1)} (@, hy Qk,h)
h+1 . .
= V(W(h) ) Z (Pk(y|$k,ha ak,n) — P(y|$k,h7ak,h)) Vih1(y) = Vi ()

Y

We now substitute two bounds. First we can use Bernstein inequality to bound the difference between estimated probability and
actual probability as

2P(y|xkn, ar,n)(1 — P(y|lag n, ak,n))L 2L
Ni(xk.p, ak,n) 3NK(Tk,hy ak,n)

Pr(yle,n, arn) — P(ylxk,h,ak,h)‘ < \/

Second we bound Vi 41 (y) — Vi1 (y) < Vinra(y) — Vhfjl(y) < &k,h+1(y). This gives us the following bound on ¢y p,.

h+ 2P (y| @k, ak,n) L < v(h+1) 2L X
c S A + A
%k Z \/ Ne(ormann) 2k h1(y) ~ ) zy: SN o) ke h1(Y)

y(h+1) VoL P(ylak,n, ak,n) © 2SLT(h +1)
N bl +
Cy(h) Z Ni(@pn arn) 1Y) 37(h)Ni(wk h, ak,n)

=T

‘We now bound the term labelled 77 . Let

L(h+1)\>
Wlkn = {y s P(ylzyn, agn) Ne(zpp, agn) > 2(h +1)%°L (W) } . (14)



Here we choose a threshold that is different than (Azar, Osband, and Munos 2017). In fact, we require the additional poly (k)
factor to ensure convergence of the final recurrence relation. Moreover, the threshold is parameterized by the parameter (3, and
can be chosen based on the particular discount factor.

P(ylzy,n, ar,n) % P(ylzy.p, ar,n) %

Ti= Y I + —J1Thhy Thih) X

! Ni(zp.p, ak,n) k1 (y) Ni(xk,n, ak,n) ka1 (y)
YE([Y]k,n yE[Ylk,n

The first term can be bounded as

xkh7a’kh ~ Pl‘kh 'rk‘haakh
Z PAk,h-‘rl(y) =Ek,nt+ \/ (N +1‘ )Ak h+1($k h+1)1 {xk he1 € [y]k,h}
YE[Ylk,n k(xk’}“ak’h) k(xk,haak,h)

~v(h+1) ~
Ok, h+1

< Epn+

' V2L(h+ 1)fT(h + 1)
where £y, j, is an error term defined as follows.

. Z P(y|zi,n, ak,n) %

e Akp1(y)
’ N, 7
YE[Ylk,n k(xk,hvak,h)

3 \/P(ﬂwf B [Thns Gn) X

Ni(2k,hy ar,n)

Ay A1 (@ 1) LTk n1 € [Y]kn) (15)

It can be checked that &y, j, is actually a Martingale difference sequence. The second term of 7% can be bounded as

Z (y|zkhaakh) Z VP Wk ny akn) Ne(Te,n ar,n) ~

A
Nk(ﬂﬁk,h,ak#h) Ni(2k,hy Ok,h) k1 (y)

y%[ﬂ]k h
_ V2L(h+1)Ps (F(h+1)>2
= Ni(zkn, arn) \v(h+1)

Substituting the bound on 77 in the upper bound on c;, ;, we get the following bound.

y(h+1) 5 V2L(h+1)8S (F(h+1)>2
h+ 1)PT(h+1) " N(@rn, arn) \y(h+1)

Y& ([ylk,n

(h+1) A
Ck,h < W\/ﬁ (Ek’h + \/ﬁ(

2SLT(h + 1)
3v(h)Nk(xk n, ak,n)

Y(h+1) (v(h +1))?
< m VAR G DD

(h+1)P(T(h+1))? 2LS
Y(h)y(h+1)  Ni(@kn, ak,n)
::fk,h

Substituting the previous upper bound on ¢y, i, in eq. (13) and writing &y, 5, = y(h + 1) /y(h)éx, 5, we get the final recurrence
relation for &y, p,.

gk,h < W <1 0 _'_71()};;(2)_'_ 1)) gk,h-ﬁ-l + \/ﬁék,h +epn+bpn+epn+ frn (16)
Then expanding the recurrence relation eq. (16) from h = 1 to h = N(A) we get the following equation.
N(A)
or1 < H(N(A) + 1>gk,N(A)+1 + Z t(h) (\/ﬁgk,h +epn +bpn +epn + fk,h> (17)
h=1

We now use the fact that gkyN(A)+1 < A/y(N(A) + 1) and obtain the following bound on 0y, ;.

N(A)

FHV(A) +1) + 37 #() (VREEkn+ e+ b+ <in + i)

g < =
BLEAN(A) 1 —



Summing over the 7" episodes the final bound on regret is given as.

T T N(A)
AT
Reg(T) <Y 01 < mt(N(A) ++Y ) Hh) (V 2LEk,n + ekh + bip +Exn + fk7h) (13)
k=1 k=1 h=1

We now bound the second term. First consider the exploration bonus term by, 5.

T N(A) T N(4)
T(h+1) L
> th)ben = t(h) OBV
k=1 h=1 k=1 h=1 v k(Zh s ak,n)
<L max_i(n=itD) Z
max
T helN(a)) v(h) Ni(Zk,hs ag,n)

Using a simple counting argument we can bound the last summation as follows. Here we use the fact that only the first N(A)
steps of each episode are used to update the N(-, -) counters.

T N(A) Nr(z,a)

1
ZZ V Nk(@k,ns ar,n) Z Z \F<22\/m

k=1 h=1 zr,a n=l1

<2VSA | Np(w,a) =2/SATN(A)

z,a

This result gives us the following bound on the sum of by, j,terms.

T N(A)
e he[N(A)] v(h)

By a similar argument we can prove the following bounds on the e, ;, and fj, 5, terms.

T N(A)

T(h+1)
; h; {h)exs = I, max )]t(h)WO< SATN(A)) (20)

T N(A) 2

YDt fun <L max e LD 5 (62 4(n(2))? log(TN (A)) @1

= L MA@t

We now consider the martingale differences term ¢y, ;, and €y, 5,. If we write F, j, to denote the sigma-algebra generated by

the actions, and states until step h of episode &, then we have E[Ek h \]:k ] = 0. Moreover, each €k, 18 bouned by O ( ’Y}EZ)l)) .

So we can define a new set of martingales €5, = €, h% so that |€; 5| < 1. Now, we can apply the Azuma-Hoeffding
inequality to get the following result with probability at least 1 — 4.

T N(A) N(A)
h)epn < max ( h Ek,h
(
< max t(h) o( TN(A)log(TN 5) (22)
1= VTR
Now recall that we defined €, 5, = %ék}h where £, ;, was defined in equation 15. This gives us the following expression

for g, 1.

y(h+1) Z P(y|zi,n, arn) <
_ g A
v(h) Ni(2k,hy ak,h) ka1 (y)
YE[Ylk,n

~(h+ 1) [ P(zgns1|Tens akn)
v(h) Ni(2r,h, ar,h)

Ek,h =

Ap h+1(Trh+1) 1 {zk,n41 € [Y]kn}



It can be easily verified that E[ey, ;| Fi ] = 0. We now establish an upper bound on gy, ;,. Consider the first term in the definition
of Ek,h-

F(h+1) Plylern, arn) 3
v(h) ye%: Ni(xg.n, ak,n) Arni1(y)
P(y|zyn, ax,n) ~
’)’( ) yezy]‘: ) \/ y|xk - h)Nk(xk o h) Ak,h+1 (y)
) I A+ )y DT(ht1) _ 1 At D)
T V2L(h+1)8 () T(h+1)(h+1) = 2yL ~(h)

The last inequality uses the definition of [y] , (eq. (14)).The second term of €j, , can be bounded similarly. Therefore, again
using Azuma-Hoeffding inequality, we get the following result with probability at least 1 — 4.

T N(A)

h+1
33 VeLt(h)Ees < max D AP (\/TN(A) log(TN(A) /5)) (23)
P e heN(A)] v(h)
Substituting equations 19, 20, 21, 22, 23 in equation 18 we get the final bound on regret. O
Lemma 4 (Bernstein’s Inequality). Let Z1, ..., Z, be i.i.d. random variables with values bounded by H and let § > 0. Then

with probability at least 1 — & we have

EZl—fZZ \/QVar 1) In(2/6) 2H1n(2/6)

n 3n

Proof of Corollary 2
Proof. Consider the discount factor y(h) = h™P for p > 2. Recall that we defined I'(h) = > -, v(j). We will use the

following bound on T'(h) € {h Ay o (
appearing in the regret bound.

21)} We substitute 5 = p — 1 and bound various y-dependent constants

max )R F(h+1)ﬁ (1+j7(j)_ ) <e max h7P (1+h> —e

he[N(D)] v(h) he[N(A)] e he[N(A)] p—1

The last inequality follows because the final term is a decreasing function of h for p > 1.

T(h+1))> UERVERS '
max t(h)M: max Mg(1+];§ii))

nev(a)] T y(R)y(h+1)  neva) y(h+1)
h+1)\2
<e max (h+1)7P <1++) <e
heE[N(A)] p—1

Here we use p > 2 to conclude that the term inside max is non-increasing. We now bound the term N (A). Recall that N(A) is
the value of & such that I'(h) is bounded from above by A. Using the lower bound of A~P*1/(p — 1) we get N(A) should be

at least (A(p — 1))~ /(P—1) Substituting the value of N(A) and the bound on the three constants in the expression for regret,
we get the following bound on regret.

Reg(T) < eAT + ¢ (A(p— 1)) 77 [O(VSAT) + O(VT)
+e(Ap— 1) 77T O(s24)

For T' > O(S3A) then the last term is dominated by the other terms in the expression above. Finally, substituting A =
-1
T % p—1)" 7T we get the following bound on regret.

Reg(T) < (p— 1)~ 71824251 = O (51/2A1/2T2%—1)



The last equality uses the fact that p~©(1/?) = O(1) for p > 2.
1 < p < 2: We now substitute S = p — 1. Proceeding similarly as earlier, we can establish the following inequalities.

HN@A)+D)  pnys
(N 1)

I'(h+1 h
max ( L +1) <e* max h7P (1 + ) <e P
he[N(A)] v(h) he[N(A)] p—1 p—1

The third term is different for the case of 1 < p < 2.

(T'(h+1))? ~ ( h+1)2
max t(h)————~<e max (h+1)?(1+ ——
he[N(A)] ( )v(h)v(h +1) he[N(An( ) p—1

., h+1 (h+ 1)2>
<e max (h+1)7P (1 +2 +
he[N(A)]( ) p—1 (p—1)7?

P AENQPY 2
<c(gpip+ o) Spea@

We now substitute the inequalities above and use N (A) = (A(p — 1))~ Y/(=1),

Reg(T) < eAT + epf 1M(A(p — 1)) 1/2-D)

(A(p— 1))71/(P*1)52A10g(T) + SW(A(Z) _ 1))71/2(1071)

2e
-1

+
p
We substitute A = 7~ %7 to get the following bound on regret.

P (p— 1)~ 12-Dp/(2-1) /54
1

Reg(T) < eT?/(2P=1) 4 ¢

2e
p—1

+ (p— 1)~V E=D/Cr=1 62 Alog T + e(p — 1)~1/20=DP/Cr=1) | flog T

Ifr>o ((S 3 4)(2p=1)/2(p *1)) then the first term dominates the third term and we get the following bound on regret.

Reg(7) < de—L—T5\/SAlog T(p — 1)~/
.

Proof of Corollary 3

Proof. For discount factor y(h) = v"~1, it is easy to check that I'(h) = v"~1 /(1 — ~). We will substitute 3 = 3/2 and use the
following inequality.

h . h h
V() 1—7 1 1=y
I (1 35 = L (147557 ) = o2 g | =

3
i=2 =2 J

This gives the following bounds on the three constants.

HN(A) +1) Ve 7(j)
oy - Al (1+ 1) <«

h .
max t(h)wz max F(h—|—1)H(1+ 70))

heIN(A)] v(h)  helN(a)] AN N0
h
< max el™ < LekV
he[N(A)] 1 — 7y 1—7v



Now let us consider the second constant.

(ChtD? (T4 7))
w80 S B 1)~ A A1) H(HjﬁF(J‘))

'Y 1— FY 1—
< max ———e < e 7
~ he[NA) (1 —7)? T (1—)?

Since T'(h) = 7"/(1 — ), it is easy to show that N(A) = %. Substituting the bounds on the constants and the

bound on N (A) we get the following bound on the regret.

Reg(T) < e! AT + el= \/10g(1/A(1 —-)) (6(@) . 6(@))

1—v log(1/7)
el (log(1/A( =)\ ~ o
* (17)2< og(1/7) > 0s™4)

IfTr > ﬁ(N (A))20(S3A) then the last term in the expression is dominated by the other terms. We further use the

inequality log(1/) > 1 — 7 to simplify the regret expression.
1 ~
s V1e(1/A(L = 1)O(VSAT)

(1
to get a regret bound of 0] ((Y_W 5 ) Notice that we need to satisfy the following bound on 7T'.

L (oA )\ A s
Tz(l—w?( Tog(1,/7) )O(S 4)

For A = T~ /(1 — ~) the above bound is equivalent to the condition T > O (S2A/(1— 7)) O

Reg(T) < e'7AT +

E Proof of theorem 4 and Related Corollaries
We first provide a formal statement of theorem 4.
Theorem 8. When run with horizon length H*, algorithm 2 has the following regret bound with probability at least 1 — ¢

Reg(r:7) < min (TT(L+1) +2L1og(T)VT)) + T(H* + 1)T + O (VT)

tH* +1) t(h) O(T~Y*4)\ ~ K
2 —1/4\\ 2
) g 1 (34 T (5
O(T*1/4)
v(h+1)

+1og®?(T) max @’y(h + 1)g(h) <1 +

nelH+] y(h) ) 0 (\/TH* log(TH*/5)>

where g(h) = exp {O (22:2 WC)T%IX“(IC)) }

Proof. Since each #; is the empirical distribution function, by the Dvoretzky—Kiefer—Wolfowitz inequality (Dvoretzky, Kiefer,
and Wolfowitz 1956; Massart 1990) and a union bound over the log(7"/ B) blocks the following result holds.

P (w aup 5,1) ~ 101 > £ BT/ B ‘”) <o

For the remainder of the proof we will assume [|§; — || < ¢ fore; = 4/ W. Now consider any j > 1. Since
algorithm 1 is run for 27 B episodes with estimate 4; we have

> VHak1A;) - V™ (13 d;) < RH* A, 2B7))
keB;




Here we write B; to denote the episodes in block j and R(H, A, T, 7,) is the regret bound derived in theorem 1 with N(A) =
H and discount factor 7 ;- We establish a lower bound on V* (w15 7;).

V*(2r,157) = Ens(v) Z’Y (X, hs Gk h)]

S Erv(y) ZW 7(@k,hs ag,n) | +T(L+1)

SE‘IT*(‘Y) Z’yj xk;,,akh) +€jL+F(L+1)

< V*(xk’l,'yj) +e&,L+T(L+1)
The first inequality uses the fact that rewards are bounded by 1 and I'(L + 1) = >, -, ., 7(h). The second inequality uses
maxy, |§;(h) —v(h)| < €;. This gives us the following lower bound.

V*(r137;) =V (@r15y) — gL —T(L+1) (24)

We now derive an upper bound on V™* (ac;.C 1:75)-

V™ (@r,157) = Eq ZW (ke Q)

y(R)r(zk s akn) | — T(L+ 1)
1 -

v
I
M=

h

\Y
§
M=

Y(h)r(@pn, akn) | — ;L —T(L+1)

Lh=1 |
=V (xk,l;a\/j) — Eﬂk l Z 'Ay(h)r(xk,h,akvh)] — €jL — F(L + 1)
h=L+1
> V™ (23,159,) — Dj(L+1) — ;L — (L +1) (25)

We now use lemma 5 with D = T and a union bound over the log(7/B) blocks to get the following bound for all j €

[log(T/B)] and h € [T].
h)‘ < \/logT+log|(B}§|g(T/B)/6) < (1+ ngﬁ) ‘.

Substituting the above bound in equation 25 and rearranging we get the following bound.

Vi (xp1;79) S V™ (xp15y) + €5 (L + 1+ \/logT) (26)
Using equations 24 and 26 we can bound the regret of algorithm 2 during the episodes of block B;.

Z Vi (@e159) = V™ (2k137)

keB;
< V@R ) = V™ (@es9) + DL+ 1) + g5 (2L+1+\/logT)
kEB;

< R(H*,A;,2B,3,) +|B;|T(L+1) + |B)| e (2L t14 \/logT)

We use the fact thate; = 4/ W and sum over all j = 1,...,log(T/B).

log(T'/B) . 4
Hwey) = V@) <Y R(HYA;2B,7;)

j=1

HM’%

log(T/B)

Y IBITEL+ 1)+ > log(2log(T/B)/8)0 \Bj|(2L+1+\/logT)

J Jj=1




( Tlog(T/B)), and B

T and Z]\/@ \/W\/m

Now we use >_;|Bj]
VT log T'log(log(T)/6) to get the following bound on regret
log(T/ B)
Zv (@e1:7) = V™ (zesy) < Y, R(H*A;,2B,7;)
j=1
+ in (TF(L +1)+2L 1og(T)\/T))
€

s T/B) A g 1)

log(T/B) A
RH*vA'u B; 7’7‘ S
Z ( il J‘ J) ; 'y](H*—Fl)
log(T/ B) .
P G (\/7
h=L2T 0o (\/SA|B;| H*
(27)

We now bound the first term by substituting the definition of of R(H*, A;, |B;|,7,)

j=1
+ max o,
Z he[H* A, (h)
logmB) -
A (Lj(h +1))? 2 4 17*B
+ max t;(h)— ~ O (S“AH*" log(|B;| H*
; netre] N 45 (h)A; (h + 1) ( 8(1B] ))
log(T/ B)
B o (i e ou 1/o))

+ max t;(h)——

; he[H*] (1) 5 (h)
We now bound the four terms separately. We will frequently use the following two identities
(\/1og(10g(T/B)/5)>

log(T/B) 00
X 9w 5

(28)

(h) 710g(T/B) h ’A)/j(k)
= 2 ]H kST (k)

log(T/B)
J
he[H*
€l k=2

max -

z; nele 95 (h) o
2e:4/logT

£jV208 ) [By lemma 6]

kBT (k)

>

log(T/B) h
< z_:l max H( k:ﬁT

]

[

he[H*]
log(T/B)
t(h) 2ej4/logT
2, <>H(1+ <k>+kﬁr<k>>
M log(T/B) h 2¢;\/Iog T
2 ,g(”wk)wr(k))

<log(T/B) max
o(T/B) o, TGy 3
t(h) log(T/B) h
<log(T/B) max —= ex _
&(T/B) ) ) 2 p{zwmkmk)

log(T/ B)
K 2e;/logT
+ kAT (

t(h)
<log(T/B) hren[z}{x] ) exp { 2. 2
#( log(log(T/B)/6) w~  2IogT
<10g(T/B)hren[?{x]We {o <\/ = kz_zv(k)+kﬂf(k)>} [By eq. 28]
t(h) L T-1/4 =

< log(T —=
el 2 3



1/4

Now writing g(h) = exp { (Z b2 m) } we get the following inequality.

log(T/B) :
Z max fj(h) <log(T') max )
= he[H*] ¥;(h) helH*] y(h)

g(h) (29)

log(T/B) log(T

A; 1B J(H +1)|B)
S ) 02 TG (H 1)
; Vi (H* + ) ; Yi(H*+1) fil
log(T/B)
H*+1

Z (A* + erx/logT) |B;| < ((H*j_)) [Since A* =T'(H* + 1), and using lemma 5]

Jj=1
log(T/B) log(T/B)

< Z (A*+25j\/logT)|Bj\ Z
i=1 ;

ti(H* + 1) .
———— = [Since a;b; < a; b; for a;,b; > 0.]

The first summation can be bounded as follows.

log(T/B)
Z (A*—FQaj\/logT) |Bj\:A*T+2\/logTZej|Bj|
Jj=1 J

= AT+ 0 (/logT/Iog(log(T/ B) /3) ) > VB
<A*T+0 (\/T log T log log T)

The second summation can be bounded by log(7') i((lf{ii))

gives us the following bound on the first term in eq. (27).

g(H* + 1) by following the same steps used to derive eq. (29). This

log(T/B) ~
E 2, |B;| t t(H* +1)
— = ti(H"+1) < AT+ 0O log T'loglog T’ loo(T) "~/ o(H*
e yJ(H*Jrl) tj(H" +1) + (\/ og T'log log )+ og( )’Y(H*+1)g( +1) (30)

Now we bound the second term in eq. (27).

log(T/B) ~
- Li(h+1)
max t;(h)—1—2
Z RN
log(T'/B) t(h)
<log(T) Z max ——g(h) (F(h—|—1)+25j\/logT) [By inequality 29 and lemma 5]
= nel]y(h)
log(T/B)
t(h) 2y/logT
<log(T)1 — —_— ;
< log(T) log(T/B) max ~7sg(W(h+1) | 1+ 7= 223 &
t(h) 2\/logT\/log(log(T/B)/6)
<l log(T/B — r 1 1
< 10 (7) log(T/ ) masx Sk a(m (i + >0< + 2

—1/4

T(h+1)

<log?(T) max t(—h)g(h)r(h+1)o <1+

= nett+) y(h) ) [As B = VT log T log(log(T/ B) /6)]



Now we have the following bound on the second term in eq. (27).

log(T/ B)
Lj(h+1)
t;j(h)—L—— A|B;|H*
Z:j e £ () =20 ( /S AIB)

log(T/B) log(T/B)

. f( .
< ; Juax 4;(h) O Z o<./5A|Bj|H>

—1/4 log(T'/B)
< log*(T) max @F(h + 1)g(h)O (1 + F?h—&—l)) \/log(T/B)\l Z SA|B;| H*

nelt+] y(h) =

—1/4
< log™/2(T) e mg(h)F(h +1) (1 + %) 0 (\/SATH*> 31)

Following similar steps, we can also bound the fourth term in equation 27.

log(T/B)

> e 0 2o (Bl o, 170

—1/4
< 1og®*(T) hem[z}fi] fy((}}?)wh + 1)g(h) (1 + %) o) (\/TH* log(TH*/(S)) (32)

We now consider the third term in equation 27.

log(T/B)

log(T/B)

t(h) L(h+1)  2e;y/logT .
<log(T) ; max )g(h)<7(h+1) + NUES) (F(h+1)+2€]\/logT)
[By inequality 29, and lemma 5, and 7]

(D(h +1))? “’gz 2£J\/logT | 2eV/108T
P T(h+1) T(h+1)

<log(T
<108 15, Mo+ 7

SW”MWE%%WﬂﬁﬁﬂW“G+ ?ﬁﬁj

< log(T)log(T/B) maX t( )(F(}H‘)))g(h) <1 2y/logT \/log log T/B)/(S))

Y(h)y(h + I(h+1)
)

(T + 1)) o(r-1/4y?
< log2(T) hrg{%}i] t(h)mg(h) ( + 1—‘(h+1)>

This gives the following bound on the third term.

log(T/B)

’ (fj(h+ 1))2 2 * *
X 003, Gy 1y (5P AE) o851 1)

<log®(T)log(TH*) max t(h) (L(h +1))* o)

i 00 o) (1 Sy ) © (8 aury) G3)



Substituting bounds 30, 31, 33, and 32 in eq. 27 we get the following bound.

log(T/B) L R . \/» t(H* + 1) .
Z; R(H*, A;,|Bj|,3,) < A T+0( TlongoglogT) Hlog(1) ey o(H 4 1)
—1/4
+1og®?(T) e i((f;))g(h)l“(h +1) (1 + %) O (\/SATH*)
2 —1/4
+ log?(T) log(TH*) e t(h)mg(h) (1 + %) O (S*A(H")P)
—1/4
+ log™*(T) hgl[?ﬁ] %v(h + 1)g(h) (1 + m) 0 (\/TH* log(TH*/(S))

O

Lemma 5. Let Hy, ..., H, be iid according to a distribution D. For h € {1,..., D} let T',,(h) = > ush In(h). Then with
probability at least 1 — § the following holds. B

max T, (h) — F(h)’ < \/

he{1,...,D}

log D + log(1/4)
n

Proof. We will prove this statement by first constructing a class of functions, and proving uniform convergence over this
class. In particular the class consists of a finite number of multi-valued functions, and we will use the bounded Natarajan
dimension (Natarajan 1989) of this class to derive uniform convergence guarantees.

Let h, : N — N be defined by f, (x) = max{0,z — v}. Consider the class of functions H = {f, : v € {1,2,...,D}}. Let

Hi,...,H, benrandom variables drawn i.i.d. from some distribution D. Then for any h € {1,..., D} we have
1 n 1 n 1 n oo
Eth(Hi) = EZmaX{H,; — h,0} = ;ZZ 1{H; > u}
=1 =1 1=1 u=h
1 n o0 oo 1 n
— L—1{H, <) =S = 1-1{H; <
n;;( {H: <h}) §n;( {H: <u})

=3 (1-Auw) = 3wt =

u=h u=h

\_/

Similarly one can show that Ey..p[fn(H)] = I'(h). Then by the multiclass fundamental theorem (Shalev-Shwartz and Ben-
David 2014) the following result holds as long as n >

Ndim(H) log(D)+10g(1/6)
<
(rgle% anh fu(H)] >€>5

L, () — I‘(h)’ > 5) < §. We now bound the term Ndim(7#) which is the Natarajan

dimension of the class of functions 7. In fact, we prove that Ndim(#) = 1.

Consider a set {a, b} C [D] shattered by H. We will assume that a < b. This implies there exist two function fy and f; such
that fo(x) # fi(x) for z € {a,b}. Moreover, for every B C {a,b} there exists a function h € H such that h(xz) = fo(x) for
all z € Band h(z) = fi(x) forall z € B\ {a,b}.

We will use the following property of the class H. Any function f, € 7 is characterized by a vector of the following
form (0,0,...,0,1,2,..., B — v) where the i-th entry is f,(¢). Since all functions take value O at point 1, a cannot be zero.
Otherwise, either fo(a) or fi(a) must be non-zero, and there doesn’t exist a function that takes that non-zero value at a. This
contradicts the fact that the set {a, b} is shattered by H.

Therefore, suppose a > 2. First observe that fo(b) — fo(a) < b— a, as there does not exist any function f € H that jumps by
more than b — a as input changes from a to b. By the same argument we must have f; (b) — f1(a) < b—a. Moreover, as the set is
shattered by H there must exist a function f € H such that f(a) = fo(a) and f(b) = f1(b). This implies f1(b) — fo(a) < b—1.
Similarly we have fo(b) — f1(a) < b — a.

We now consider two cases. First, fo(a) = 0. Then f1(a) > 1, and moreover f1(b) = fi(a) +b—a > b—a+ 1 as any
function taking non-zero value at a must increase by 1 every step. However, this is a contradiction, as f1(b) — fo(a) > b—a+1.

For the second case, suppose fo(a) > 1. In that case, f1(a) = fo(a) +b— a. We suppose f1(a) > fo(a)+ 1. This is without
loss of generality as the case f1(a) < fop(a) — 1 can be covered by exchanging the roles of fy and f;. Since f1(a) > 1, we

This also implies that Pr (maxhe[ D)




must have f1(b) = fi(a) + b — a. But this leads to a contradiction as f1(b) — fo(a) = fi(a) — fo(a) +b—a >b—a+ 1.
Therefore, the set {a, b} cannot be shattered by the function class H. 0

Lemma 6. Suppose |y;(h) —v(h)| < e; and

T;(h) — F(h)’ <¢;(1+ 1ogT) then we have

Yi(h) — ~(h) < gj(2++/1ogT)
r;(h) T~ L'(h)
Proof.
) )| [BITR) =)L (h)]
Li(h)  T(h)| L(h)T;(h)
33 (B) [D(h) = 25| + 250 13(0) = ()
- L(h)D;(h)
< (e (1 + ViogT) LS o e;(2+ v1ogT)
- T(h)T;(h) L(h) ~ I'(h)
The last line uses 4;(h) < I';(h). O

Lemma 7. Suppose |¥;(h) —v(h)| < ¢; and ‘fj(h) — F(h)' < ¢g;(1+ /logT) then we have

I';(h) T(h) < gj(1++/1ogT)
Yi(h) (k)| v(h)
Proof.
INOERYOIE |05 (B)y(h) = T(R)3; ()|
A3(h)  y(h)| ()35 (h)
_ LW () =350l +73;(h) Ly () — (k)
- v(h)7;(h)
_Lim e L &+ ViogT)
= Ai(h) v(h) v(h)
This gives us the following bound.
Li(h) _T(h) _Ti(h) L&+ VIosT)

Yi(h) (k) = 45(h) v(h) v(h)

Rearranging we get the following inequality.

Li(h) __ T(h) L &+ ViogT) _T(h) &1+ IogT)
Fi(h) — (h) +e; v(h)+ei T (k) (h)



Proof of Corollary 6
Proof. For the geometric discount factor we have (k) = v*~! and T'(k) = *~1 /(1 — ). We substitute 3 = 3/2 and get the

following bound on g(h).
T—l/4
(k) + kP (k)

g<h>=exp{o(
—1/4
{ ( k11+k3/2/(1_ )>}
—1/4 _h 1
{ ( z/ )
) <e

1/4 )dk T_1/4(1 _ ’y)h_l/Q
confo(Z02 )]
k ) k3/2 )} yh=1
In corollary 3 we showed that S

Togld /)"
t(h) o(T—/%
i, e (14 )

T71/4(17,y)h71/2 ’Yh
<l 7-1/4
<o mae e {0 (U (o
2 1—v T—1/4 1— h—1/2
< 2 max exp 4 O (1=1) (34)
1—7 helH*] ~h—1
Now we observe that the function f(h) = % is a decreasing function of h for 2hlogh > log(1/v). Otherwise f is

increasing in h. This implies max,c(z+] ’ﬁ/;—l,/f < max {1,T1/4 W} < T4,/ % as long as T > %.

bl
MMv
(o]

| /\

I /\

1=7 for any h. We also substitute H* = This gives us the following bounds.

Substituting this bound in eq. (34) we get

/
e (14 2

W2 S () AT
< 2176_17” exp {O (7(1 -7) 1‘1%};;”)} < 217_ 7” exp {0 (vA(1 = 7))} = O (’161:;) 55
By a similar argument we can prove the following bounds.
nelr] t(h)mg(h) (1 + %::/14))) i
< (125w ”4>>29<h> -o(i=5) G7)

Finally, we bound the remaining term in the regret expression from theorem 4: miny e TT(L + 1) + 2L log(T)V/T. In
log

particular we substitute L = W

to get the following bound on this term.

VT \/Tlog2T:O<\/Tlog2T>

1—v  log(1/v) -7

(38)



Note that this choice of L requires L < T which is satisfied as long as T > O(1/(1 — v)?). Substituting bounds 38, 37, 36,
and 35 in the regret expression from theorem 4 we get the following bound on regret.

VT log?T 5/2 el logT
. < R
Reg(m;vy) <O ( [ +0 (\/TlongoglogT) + log”=(T)O T SATlog(l/'y)

, Tlog T el=7 logT 3/2
+log™(T") log <bg(w> o <(1 _ 7)252’4 (log(l/’y)) )

2 3 2 9/2
o <\/Tlog T> o (\/SATlog T> o (5 Alog T)

IN

1—vy (1 —7)3/2 (1—)7/2
0 <\/SATlog3T

IN

T ) 6T/ log™ T > $°4/(1 = 7))

O

Proof of Corollary 5

Proof. For the polynomial discount factor we have v(k) = kP and T'(k) € [k Pl kP ( 51)} . We substitute 8 = p—1
and get the following bound on g(h).

s =0 (S s | {0 (S i )

) h P B pptl
“XP{O(T s 1+/~c/(p—1)>} <o {o (1" )

The last inequality follows because the function k? /(1 + kP /(p — 1)) is an increasing function of k. In corollary 2 we showed
that ((Z)) < e forany h and p > 1. We also substitute * = T/2P_ This gives us the following bounds.
t(h

(h) O(T~/4)
o Sy f D) (1 TTeTD) )

an h+1
—1/4 —p —1/4
<ehren[?{>§]exp{O<T 1+hp/(p—1)>}((h+l) <1+ 1)+O(T ))

) 9—(—-1) o (714 ppt1
< - -
—e( T )Jél%’%e’{p{ ( 1+hp/<p—1>>}

For p > 2, h?*1 /(1 4+ h?/(p — 1)) < 2h. This gives the following bound on the term above.

t(h) o'/
hren[%}i] Wg(h)F(h +1) (1 + Th+1)

By a similar argument we can prove the following bounds.

t(h) o4
hrél[?—[}i] Wg(h)"y(h +1) <1 + ’y(h—&-l)) <2e (40)

) < 2eexp {O(T_1/4 + T1/2p)} < 2e (39)

(D(h +1))? O(T—/)\?
i S o (1 Y )
< hren[%;i] e(p—1)(h+1)7? (1 + hj:i) he[%)i]g(h)

<2 [Asp>12] (41)

Finally, we bound the remaining term in the regret expression from theorem 4: ming e 7T(L + 1) 4 2L log(T)\/T . We
substitute L = T''/2P and get the following bound on the final term.

T1/2p
2TV log T+ T - T~1/2 <1+ 1) —O(TITPP) (42)



Substituting bounds 39, 40, 41, and 42 in the regret expression from theorem 4 we get the following bound on regret.
— ) +0 (\/T log T)

+10g%/2(T)O (\/m) +1o0g*(T) - O (SQAT(I’_U/ 2,,>

+1og®*(T) - O (\/W)

If T > (S3/2A'/2)P then the first and the fourth term dominates and regret is at most O(v/SAT(®+1)/2P) On the other hand,
if T < (S3/2A/2)P then the fifth term dominates and regret is at most O (S2AT®~1)/2p). O

p+1

—(1-p)/2
Reg(m:~) < T TR

+T (T—W +



